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Abstract

network, the consequence of failure of part of the SHM
system can be minimised.

Structural health monitoring (SHM) uses an array of sensors
to continuously monitor a structure to provide an early
indication of problems such as damage to the structure from
fatigue, corrosion or impact. The use of such a system enables
maintenance costs to be reduced, and new structures can be
designed to be lighter and more efficient. CSIRO has
developed a SHM system for detecting high-velocity impacts
in the skin of a structure, such as may occur to space vehicles.
The system is a large sensor network containing about twohundred nodes, each of which contains multiple sensors. The
system has been built as a flexible testbed for undertaking
research in the use of sensor networks in a wide range of
SHM applications. This paper outlines the testbed that has
been developed and the research that has been conducted
using this testbed.
1.

INTRODUCTION

The failure of a mechanical structure, such as an aerospace
vehicle or heavy mining equipment, can cause large economic
loss, and even the loss of life. In using an array of sensors to
continuously monitor such structures, Structural Health
Monitoring (SHM) can provide an early indication of
problems such as damage to the structure from fatigue,
corrosion or impact, and this information can be used to
undertake corrective action before the damage develops to a
stage where a catastrophic failure occurs. While conservative
maintenance ensures that safety-critical systems rarely fail, by
fitting SHM systems to existing structures maintenance costs
can be significantly reduced by using Condition Based
Maintenance (CBM). Furthermore, by designing SHM into
new structures it is possible to achieve lighter and more
efficient designs.
Sensor networks are a logical choice for a SHM system,
particularly one that has a large number of sensors and covers
a large physical area. As we start to rely on the SHM system
it is critical that the SHM system is sufficiently robust that it
continues to operate not only in the presence of damage to the
physical structure but also to the SHM system itself. By using
a robust communication topology to link the nodes in the
sensor network, such as a mesh, and by performing
distributed processing of the sensed data within the sensor
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CSIRO, with support from NASA, has been developing a
SHM system for the detection of high-velocity impacts, such
as may occur due to the impact of a micrometeoroid into a
space vehicle (see [1,2] for a background to this work). An
impact sensor network testbed has been built as a tool for
research
into
sensor
design,
sensing
strategies,
communication protocols, and distributed processing using
multi-agent systems. The SHM system has been designed as a
laboratory research tool, and high-velocity impacts are
simulated using either short laser pulses or steel spheres fired
using a light-gas gun. The SHM system has been designed to
be highly flexible, and by replacing the sensors and their
associated interface and data acquisition electronics the
system can be readily reconfigured for other sensing
applications. This paper will outline the SHM system that has
been developed at CSIRO, our research into the use of multiagent algorithms for implementing robust distributed
processing (e.g. structural health diagnostics), and planned
further developments of the testbed.
2.

OVERVIEW OF TESTBED

Figure 1 shows an overview of the system. The physical
structure is a hexagonal prism with an aluminium skin. The
goal of this configuration of the testbed is to detect and
characterise impacts on the skin, and to form a diagnosis of
the accumulated damage. The skin consists of 48 aluminium
panels (eight on each side of the hexagon), and mounted on
the inside of each panel are sixteen PVDF piezo-electric
sensors to detect the acoustic waves that propagate through
the skin as a result of an impact. Processing the signals from
the sensors is complicated by the large bandwidth of the
signals (over one megahertz) and the nature of the signal
propagation in the aluminium skin, where multiple modes
propagate with different velocity and dispersion
characteristics. This paper will not be concerned with the
design of the sensors or the low-level processing to detect the
impact signal, and these have been reported elsewhere
[3,4,18]. Rather, this paper will report on the sensor network
that has been designed to collect and process the data, and on
the higher level distributed processing that provides the
intelligence of this structural health monitoring system.
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Fig. 1: Architecture of testbed.

Each of the panels contains four nodes (or cells), which are
the electronic modules containing the sensing, processing and
communication electronics. Thus the complete testbed
contains 192 cells. Each cell is connected to four of the panel
sensors. A picture of one of these panels is shown in Fig. 2.

Fig. 3: Impact sensor network with half of the panels removed to reveal the
inside.

3.

PHYSICAL NODES

The cell electronics are constructed as two sub-modules, each
80 mm × 80 mm and mounted directly on top of each other
(as shown in Fig. 2). One of the sub-modules, called the
network application sub-module (NAS) contains the
communications and processing hardware, while the data
acquisition sub-module (DAS) contains the analogue
electronics and digitisation hardware specific to the attached
sensors. By having this division the NAS is flexible enough
for almost any SHM sensor network application, and only the
DAS needs to be changed to suit the different sensors
required in different applications. Further details on the
electronics can be found in [5].

Fig. 2: Aluminium panel containing four cells. Each cell consists of a data
acquisition sub-module (bottom) and a network application sub-module (top).

Also shown in Fig. 1 are a PC cluster and a workstation. The
cluster is used to simulate a larger network of cells, which is
used for research into the emergent behaviour of multi-agent
algorithms in very large networks. The workstation is used to
initialise and configure the testbed, and to monitor the
network during operation for visualisation and debugging
purposes. However, the workstation is not part of the sensor
network and does not influence its behaviour during normal
operation.
A picture of the final physical testbed, with some panels
removed to reveal the internal structure and electronics, is
shown in Fig. 3. A 12 V power supply is mounted at the base
of the hexagon, and power is distributed via the top and
bottom edges of the hexagon. Communication between the
testbed and the PCs is via 1.5 Mbits/sec serial links.
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The data acquisition sub-module provides gain and filtering
for the four attached piezo-electric sensor signals (which have
components up to 1.55 MHz after analogue filtering). These
signals are digitised at 3 Msamples/sec using a 12-bit
analogue to digital converter, and initial processing to
estimate the time of arrival of a signal on each sensor is
performed using digital signal processing. This information is
passed on to the NAS using a high-speed synchronous serial
communications link, and power is received from the NAS
over the same connector.
The network application sub-module contains both a 400
MIPS fixed-point digital signal processor (DSP) and 400k
gate field programmable gate array (FPGA), along with
2 Mbytes of non-volatile memory and 8 Mbytes of volatile
memory. These resources are used by the software agents
running in each cell that provide the network intelligence.
Each NAS contains a unique 64-bit identifier that is used as a
MAC address for communications. Each NAS contains four
ports, used for communication with neighbours and power
distribution through the network.

4.

SENSOR NETWORK COMMUNICATIONS

2. Between cells and the testbed workstation. A protocol
is defined for each direction, with a flooding protocol
[8] used to broadcast from the workstation to all cells
in the network, and a separate protocol is used to
robustly route packets from cells to the workstation.

The impact sensor network is designed to provide dense
sensor coverage of the surface, with robust communications
in the presence of substantial damage to the sensor network
itself. Besides the usual failure modes of the hardware, some
of the very impacts we are trying to detect will penetrate the
skin and destroy cells. As the modules are close and regularly
spaced, wired communications between modules is used, and
to make the network robust in the presence of large numbers
of node failures, the network is configured as a regular mesh.
Both triangular (3 ports per cell) and square (4 ports per cell)
nodes were considered (see [2] for a discussion of the
advantages of each), and ultimately square nodes were
selected for ease of manufacture.
The connection between cells is via a 20-pin connector which
is used for both power distribution and point-to-point
communication between cells (see Fig. 2). This provides four
wires in each direction for communication, and these are
connected to the FPGA on each NAS which provides a very
flexible physical layer interface. The FPGA is currently
configured to provide 6-wire asynchronous serial
communications (one data line and two handshaking lines in
each direction), and is basically an RS-232 interface, with
data rates up to 1.5 Mbits/sec. The FPGA could be
reconfigured to provide synchronous serial communication
links with data rates about 200 Mbits/sec, but to date higher
communication rates have not been required.
The communication protocols that were implemented for the
sensor network are layered, with a data link layer protocol
formatting the data into packets for transfer between adjacent
cells and which supports multiple network layer protocols for
communication throughout the network. A brief description
of the protocols is given below, and further details may be
found in [6]. The communication protocols use the 64-bit
unique identifier that is contained in the NAS for stamping
packets.
The framing used for the data link layer of the point-to-point
communication links is a simplification of the PPP format [7],
and handles payloads of up to 1500 bytes. The framing has a
16-bit checksum to detect errors, and a protocol byte which
allows up to 255 network layer protocols to be transported, in
addition to the Link Control Protocol (LCP) used to control
the link. The LCP is responsible for negotiating the serial
communication speed used on each physical link, and for
monitoring the state of the link and changing the speed if
required.
The following types of communication need to be supported
by the network layer protocols:
1. Between agents in adjacent cells. Agents only
communicate via local interactions, and the protocol to
support this is a simple wrapper for direct transport
over the data link layer.
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3. Broadcast to a local neighbourhood. This is used to
notify cells of local events (such as an impact or link
failure), and is simply and robustly handled using a
flooding protocol.
4. Between distant cells. This is not generally required,
except to support communication with (possibly
mobile) network services (such as a robot for
secondary inspection and repair). Separate data
forwarding and route maintenance protocols are
implemented. These protocols are still being
developed, and will support dynamic discovery of
mobile nodes using the type of protocols used in ad
hoc networks [9].
Sitting on top of the network layer protocols is a transport
layer protocol that is used to distribute code reliably to the
cells. This enables the workstation to rapidly change the
processor code and programmable logic device configuration
in the cells.
5.

SIMULATED NODES

In addition to the physical cells, cells can also be simulated in
the PC cluster. These are connected to the physical network,
creating a heterogenous network, and enable the sensor
network to be extended beyond the 192 physical nodes.
Although real-time sensor events can only occur in the
physical nodes, this is nonetheless valuable for studying the
emergent behaviour of distributed algorithms in very large
networks. The connection between physical and simulated
cells is via a high-speed serial communications link.
However, as each PC will simulate a large number of cells it
is not practical to interconnect simulated cells using physical
links, and the data link layer connection between simulated
cells uses UDP [8, pp. 524–532] to transport the packets. This
is transparent to the higher layer protocols, and the simulated
and physical links use the same network layer protocols.
6.

DISTRIBUTED PROCESSING – NETWORK INTELLIGENCE

For intelligent sensing networks to be useful they must make
decisions and initiate actions based on these decisions: they
must produce intelligent responses to the sensed environment.
Currently, such responses are generally produced off-line,
usually with some form of operator intervention. For timecritical responses and/or in complex environments, it will be
necessary for the responses to be generated by the system
itself. For complex multi-agent systems, which are ideally
suited to large distributed networks that are required to be
both robust and scalable, the response should be produced by
self-organization: it is an emergent behaviour of the system.
Bonabeau et al. [10, p.189] described self-organisation as “a
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set of dynamical mechanisms whereby structures appear at
the global level of a system from interactions among its
lower-level components. The rules specifying the interactions
among the system’s constituent units are executed on the
basis of purely local information, without reference to the
global pattern, which is an emergent property of the system
rather than a property imposed upon the system by an external
ordering influence.” One classical example is the formation of
diverse spatial structures by groups of ants, described by
Deneubourg and Goss [11].
However, the SHM problem involves multiple inter-related
hierarchical sub-tasks (e.g. damage detection, evaluation,
diagnosis, prognosis and repair), and at this stage we do not
anticipate an emergence of the full SHM hierarchy. While the
eventual optimal solution to the overall SHM problem may
not involve sequential steps through these sub-tasks, our
initial approach is to divide the SHM problem into the main
functional sub-tasks. In particular, we are developing
procedures to characterise damage (in terms of its nature,
location, extent and severity), then form a diagnosis, then a
prognosis, and finally to make decisions and take appropriate
actions. This approach assumes that single cells may make
fast and automatic responses to critical emergencies, while
collections of cells may solve more complex hierarchical
tasks including:
a) Self-calibration
and
discrimination
component and sensor failures;

between

b) Formation of a dynamic artificial neural network,
characterizing the nature of possible damage and
producing a self-organising diagnosis;
c) Self-scheduling of secondary inspections, maintenance
or corrective actions based on information from the
network, while issuing warnings;
d) Direction of recovery resources, human or robotic, to
the repair site.
Some distributed processing only involves interactions
between local agents, while other processing requires the
emergence of dynamic hierarchical structures. An example of
the former is emergent spatial organisation, such as our
previously reported work in the formation of continuous
boundaries around damaged areas [12], which can be used to
prevent packets being routed through such areas. For the latter
some cells may be required to take the roles of “local
hierarchs”, and most hierarchical clustering architectures for
multi-agent networks are based on the concept of a clusterhead (a local hierarch). A cluster-head acts as a local
coordinator of transmissions within the cluster. Often, a
cluster-head is dynamically selected among the set of nodes.
Moreover, clusters would form and re-form when new
damage is detected on the basis of the local sensor signals.
An example of a coordinated task initiated by a cluster-head
for the testbed is Active Damage Interrogation (ADI) with
some transducers acting as transmitters, and others as
receivers, to measure signal propagation through the
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structure. Clusters of cells form around a damage location,
and the cluster-head coordinates the actions of transducers
attached to other cells and fits the resulting data to a
diagnostic model.
The sensor-data clustering task has two primary challenges:
• Decentralised clustering: most existing algorithms for
clustering focus on how to form clusters, given a file
or database containing the items. Decentralisation
creates the additional complication that, even if a
correct classification can be determined with the
incomplete information available, the location of items
belonging to a class also needs to be discovered [13].
• Dynamic (on-line) clustering: new events may require
reconfiguration of clusters – thus, the resulting
patterns or clusters have to be constantly refined.
Efficient algorithms for decentralised sensor-data clustering
are required in a distributed multi-agent system. In addition,
we are investigating the use of self-organising maps
(Kohonen neural networks) for sensor-data clustering,
embedded in the testbed array and enabling decentralised online diagnostics.
Cells that registered impacts with energies within a certain
band (e.g., non-critical impacts) may also be connected via an
impact network. This may also be required by a mobile
inspection agent, roaming across the testbed network array.
The self-organising impact networks may create an adaptive
topology allowing inspection agents to quickly explore the
area and evaluate the damage (e.g., identify the density of
impacts typical for a meteor shower), particularly where a
number of individually non-critical damage sites collectively
may lead to a more serious problem. A minimum spanning
tree is often required to efficiently solve this decentralised
sub-task. From a graph-theoretic standpoint, the
representation of the impact network problem changes over
time due to the appearance of new nodes (further non-critical
impacts), while the problem's properties change due to
varying connection costs (e.g., critical impacts destroying
existing paths). The problem may change concurrently with
the problem-solving process [14]. These factors suggest that
the problem of forming minimum spanning trees on the
testbed skin can be efficiently tackled by Ant Colony
Optimisation (ACO) algorithms, proposed and enhanced over
recent years by Dorigo and his colleagues [15].
ACO algorithms use the ability of agents to interact indirectly
through changes in their environment (stigmergy) by
depositing pheromones and forming a pheromone trail. They
also employ a form of autocatalytic behaviour –
allelomimesis: the probability with which an ant chooses a
trail increases with the number of ants that chose the same
path in the past. In the testbed the ants are implemented as
communication packets, so the policies are implemented via
appropriate message passing, where the cells are responsible
for interpreting received packets, and sending updated packets

if necessary. Ants cannot move into the cells with damaged
(or shutdown) communication links, so critically-impacted
cells form obstacles, and the ants are supposed to find the
shortest paths around them using positively reinforced
pheromone trails. For our problem it is impractical to use two
types of pheromone (e.g., the “nest” and “food” pheromones)
because each impact cell (node) serves both as a “nest” and a
“food” source. Therefore, having two types of pheromone per
node would have created multiple pheromone fields,
combinatorially complicating the network. In addition,
dissipation of pheromone over large distances is not practical
either, as it would lead to “flooding” of the network with
messages. Hence, the algorithms developed for the testbed
network uses only one type of non-dissipative evaporating
pheromone. The algorithm presented in [16] successfully
evolves to form good approximations of minimum spanning
trees, but occasional alternative paths around critically
damaged areas may still emerge, competing with the shortest
paths and slowing the algorithm's convergence. An improved
algorithm is currently being developed.

Fig. 4: An example of a minimum spanning tree in an impact network
(impact nodes are white cells), self-organised in the presence of an obstacle.

In summary, our approach relies on self-organising taskoriented behaviours solving a number of inter-related tasks,
such as damage evaluation, diagnostics, secondary
inspections, and providing input for distributed prognostics
and decision-making.
7.

FURTHER DEVELOPMENT

Our work so far has concentrated on building a SHM system
for monitoring the skin of a structure for impact damage using
a dense array of sensors. We are also working with other
SHM applications where the sensor density is much lower,
and in these situations it is often advantageous to use a
wireless sensor network. For this reason we are developing a
wireless communications module that plugs directly into a
socket on the top of the NAL sub-module. This will use
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ZigBee (IEEE 802.15.4) [17], which operates in the 2.4 GHz
ISM band and allows data rates up to 250 kbit/sec.
For impact sensing the information received can be
ambiguous, and where damage is detected it may need to be
repaired. A further development for impact sensing is to
develop a mobile robot that can move around the outside skin
for secondary inspection and repair (see Fig. 5). The robot
attaches to the skin using suction cups in both feet and has
two modes of locomotion. The first mode is very much like
an inch-worm, to move forward the robot alternately stretches
out and contracts whilst detaching and attaching its feet in
sequence. The second mode requires the robot to repeatedly
detach one foot, pivot 180o around the other foot and then
reattach the first. Initially the robot is intended to carry a
small video camera which will send still images back to the
network for further analysis. In the future other sensors may
be included for measurements such as corrosion and other
damage detection.

Fig. 5: The inchworm robot holding on to the side of the testbed.

The inchworm will communicate with the network through
the aluminium skin to the underlying cells using acoustic
links in both feet. The same acoustic transducers also enable
the location of each foot to be determined relative to the
centre of each cell. This is to be used to guide the inchworm
and assist its navigation around the skin. The ant algorithm
which is used to form a minimum spanning tree between
impact events could also be useful for guiding the robot to an
impact site, where the robot would follow the pheromone
trail. Further development of the communication protocols
will also be required to support the inchworm.
Work is also ongoing in a number of other areas. Cooperative
signal processing between cells should allow better estimates
of the damage to be made, but this will require better time
synchronisation between nodes, and better diagnostic models
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for impact damage need to be developed. Ultimately the
development of a practical system for impact detection will
require a smaller system, probably with a lower density of
sensors, and one requiring more compact electronics with a
lower power budget.
8.

[7] Simpson, W., “The Point-to-Point Protocol (PPP)”,
RFC1661, http://www.faqs.org/rfcs/rfc1661.html.

CONCLUSION

The use of structural health monitoring offers a number of
potential economic advantages, however there are still
technological challenges to be overcome before SHM systems
are ready to be deployed in many applications. CSIRO has
developed a SHM testbed, with an initial focus on detecting
and characterising damage from high-velocity impacts in the
skin of aerospace structures. A sensor network for the
collection and distributed processing of data from a large
number of acoustic emission sensors attached to the skin has
been described, along with research in the use of multi-agent
algorithms for providing the network intelligence that is
robust to failures in part of the sensor network. This testbed
will be used for the ongoing research that is needed to build
practical SHM systems for aerospace and other applications.
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