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Abstract

The research results presented in this paper were obtained as part of the joint CSIRO-NASA Ageless Aerospace Vehicle (AAV)
project. We describe the underlying principles, methodology, and preliminary results of modelling and simulating a multi-cellular
sensor and communication network in a dynamic decentralised setting, motivated by a self-monitoring, self-repairing AAV. Such
networks are expected to detect and react to multiple impacts and damage over a wide range of impact energies. In particular, we
address the problem of forming a reconfigurable network (a minimum spanning tree) connecting cells that detected non-critical
impacts, in presence of connectivity disruptions caused by critical impacts. The presented algorithm is based on the ant colony
metaphor and may be complemented by gradient-based techniques. In addition, we measure the robustness ofimpact networks
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nd present quantitative metrics that clearly identify phase transitions in network connectivity, separating chaotic dyna
rdered and robust patterns.
2005 Elsevier B.V. All rights reserved.
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. Introduction and background

Engineering structures of the future, whether they
re vehicles, buildings, infrastructure, networks, etc.,
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or heterogeneous groups of such structures, wi
required to sense damage as it occurs, to eva
the nature and severity of damage, to infer its ca
(diagnosis), and to make a prediction (prognosis
damage development and its effects. They will have
capability to make autonomous decisions for reme
actions, ultimately including self-repair. This pa
investigates an approach to self-monitoring, s
repairing aerospace structures, motivated by NA
vision of ageless aerospace vehicles—adaptive
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systems with a high degree of robustness and scala-
bility [1–3,31]. In order to address these requirements
we have chosen to distribute sensing, actuation and
computational capabilities throughout the structure
to form a complex multi-agent network, enabling the
desired responses to self-organise within the complex
system, with no central control.

The particular multi-agent system considered in this
paper is a group of contiguous agents (referred to as
“cells”), locally connected and forming the surface of
a three-dimensional object. The cells not only form a
physical shell for a structure, but also have in-built sens-
ing and computational capabilities. Importantly, each
cell can communicate only with its immediate neigh-
bours, i.e., all communications, both local and global,
need to occur through these cell-to-cell links. Although
such constraints impede the flow of information, there
is a significant potential redundancy which can aid ro-
bustness.

In this paper we describe the underlying principles,
methodology, and preliminary results of modelling,
simulating and developing a multi-agent Ageless
Aerospace Vehicle (AAV) Concept Demonstrator,
where cells self-organise into new groups (e.g., impact
networks) in response to new information obtained
from their sensors and communication ports. The
emergence of global response as a result of interactions
involving transfer of information embedded locally
helps to completely avoid or reduce the number of
single points-of-failure. In addition, we propose that
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local information, without reference to the global
pattern, which is an emergent property of the system
rather than a property imposed upon the system by an
external ordering influence.

One classical example is the formation of diverse
spatial structures by groups of ants, described by
Deneubourg and Goss[11], and the growth and mor-
phogenesis of networks of galleries in the ant Messor
sancta, resulting from a self-organised process that also
allows the collective adaptation of the size and shape
of the network to the size of the colony[7]. Several
control algorithms for metamorphic robotic systems
capable of spatial reconfiguration, exemplifying the
use of emergent behaviour, are described by Bojinov
et al.[4]: the multi-agent control achieves suitable re-
configuration as a “side-effect” of creating a structure
with the properties (structural, morphological, etc.)
required for a global task. Their agents (modules) have
limited computational capabilities, communicating
only with immediate neighbours, and using local
rules to produce adequate control algorithms. A
quite sophisticated multi-layered hierarchical motion
planning strategy for a class of self-reconfigurable
modular robotic systems is also proposed by Prevas
et al. [28]. A novel class of locally connected mobile
automata networks capable of a propulsive motion of
the network’s elements is described by Wessnitzer et
al. [38]—a collective of mobile agents is shown to dy-
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the behaviour of each cell should be as simple a
possible, in terms of both the internal logic and th
communication policies. This principle—economy of
information—is directly related to the ability to manu-
facture new cells and repair or replace damaged cel
the simpler the cell, the easier it is to repair/replace i

Emergence is an expected (but not guaranteed) pro
erty of self-organisation, while the latter is typically
defined as the evolution of a system into an organise
form in the absence of external pressures. For examp
Bonabeau et al.[5, p. 189]described self-organisation
as

a set of dynamical mechanisms whereby structur
appear at the global level of a system from in
teractions among its lower-level components. Th
rules specifying the interactions among the system
constituent units are executed on the basis of pure
:

-

,

namically organise into simple spatial structures whi
the network evolves toward task-specific topologies.

Recent advances in sensor networks and micr
electro-mechanical devices led to the idea of localise
algorithms, in which simple local node behaviour
achieve a desired global objective[19], while commu-
nicating only with nodes within some neighbourhood
Estrin et al. proposed a simple communication mod
for describing localised algorithms—directed diffu-
sion [19]. According to this approach, network node
propagateinterests that establish gradients directing
the diffusion of data. As it propagates, data ma
be locally cached and/or transformed at each nod
However, despite some progress, there is a lack o
unifying methodology underlying design of localised
algorithms. The main question is how to produce an
retain desirable emergent behaviour while avoiding p
tentially damaging patterns of agents’ interaction. Th
problem of systematically transforming a global tas
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to individual behaviour models is yet to be resolved,
although some promising results have been reported
by Nagpal[27], in context of amorphous computing,
where programmable self-assembly was demonstrated
using biologically inspired multi-agent control. The
contribution of Nagpal’s work is in defining a small
class of primitives (e.g., gradients, neighbourhood
query, polarity inversion, cell-to-cell contact, etc.),
a set of global operations, and a translation imple-
menting the global operations as localised algorithms
using the set of primitives. However, the question
of how to obtain and inter-connect global operations
themselves is left unanswered. Moreover, the task
of discovering the correct primitives and translating
them into localised agent programs would have to be
repeated for each domain, in the absence of generic
techniques and guidelines. A more general approach is
described by Klyubin et al.[24], suggesting that selec-
tion pressures towards adaptability and robustness are
related to (maximisation of) the information transfer
within the agents’ perception-action loops, enhancing
the acquisition of information from (and through) the
environment.

Thus, the problem of global response engineering
in multi-agent networks is of central importance to this
project, and motivates our search for generic selec-
tion pressures shaping self-organisation. Our proposed
methodology is based on an iterative process that in-
cludes the following steps:
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the algorithm is based on phase transitions in the
problem’s graph connectivity, and is described in
Section6. An alternative algorithm is chosen from the
class of distributed dynamic programming algorithms
and is contrasted with the ACO-based algorithm in
terms of communication overhead and quality of
produced RMSTs (Section6.2), followed by some
concluding remarks in Section7.

2. Decentralised detection of multiple impacts

2.1. Architecture of the AAV concept demonstrator

In studying conditions leading to self-organising im-
pact networks, we followed an incremental approach,
trying to impose as few requirements as possible. A
two-dimensional array of cells is modelled in a Concept
Demonstrator (CD)[2,3]. We also used a stand-alone
Asynchronous Simulator capable of simulating
some environmental effects such as particle impacts of
various energies.Fig. 1shows the fundamental compo-
nents of an autonomous agent (or cell), including four
piezoelectric sensors and four communication ports.

The physical CD structure is a hexagonal prism
formed from a modular aluminium frame covered by
220 mm× 200 mm, 1 mm thick aluminium panels that
form the outer skin of the structure. Each such panel
contains four “cells”, and each of the six sides of the
prism contains eight of these panels (Fig. 2). The skin
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(a) forward simulation (for a class of localised algo
rithms dealing with impacts of various strengths
leading to emergent behaviour;

(b) quantitative measurement of emergent behavio
based on identifiable phase transitions;

(c) evolutionary modelling of the desired global eme
gent behaviour, where the fitness functions corr
spond to the metrics obtained at step (b).

This paper models the steps (a) and (b).
The following section introduces a specific problem

investigated in this paper: emergence of a rectiline
minimum spanning tree (RMST) as an impact netwo
connecting cells that detected non-critical impact
One localised algorithm dealing with this problem
belongs to the class of Ant Colony Optimisatio
(ACO) algorithms (described in Section3), and is
presented in Section4. Experimental evaluation of
,

therefore consists of 48 aluminium panels and 19
cells. Cells are the fundamental building blocks of th
system, containing the sensing, processing and co
munication electronics. Each cell occupies an area
100 mm× 100 mm of the skin, mounted on the insid
of which are four piezo-electric polymer (PVDF)
sensors. The sensors detect the acoustic waves
propagate through the skin as a result of an impact[3].

The AAV Asynchronous Simulator models eac
cell as an independent thread with a dedicated sl
of processing resources. Cells are represented as
jects (squares) on a two-dimensional plane, whe
they interact only with their immediate neighbour
through connected (geometrically overlapping) com
munication ports. The decision on the next state of ea
element is a result of the interactions with immedia
neighbours, and depends upon a localised algorith
embedded in the cell’s logic.
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Fig. 1. A single square cell with four communication ports. (Left) AAV Simulator view. (Right) A CD view of a network application sub-module
(four serial ports connecting to the neighbouring cells can be seen).

A biologically inspired impact detection mech-
anism embedded in a modular multi-cellular AAV
skin enables the skin to determine impact boundaries
and spread[26,21,35]in the presence of connectivity
disruptions and cell failures—analogous to the clotting
of a wound on a mammal and the regeneration of
neurons by re-growing severed axons within a myelin
sheath (made by Schwann cells). This work analyses
dynamic formation of reconfigurable and robustimpact
networks connecting remote AAV cells that belong to
a specific class. For example, impact networks may
pre-optimise decentralised inspection by connecting
cells that registered impacts within a certain band (e.g.,
non-critical impacts). When dealing with non-critical
impacts, there is a possibility to extract information

directly from the cells that register the impact—i.e., by
using the impacted cells as network nodes. The inspec-
tion agents (communication packets or, potentially,
swarming robots) may use an impact network in order
to quickly explore the area and evaluate the damage
(e.g., identify densities of impacts typical for a meteor
shower, evaluate progression of corrosion, or to trace
propagation of cracks). This is particularly important
when a number of individually non-critical damage
sites may collectively lead to a more serious problem.
Another sub-task (e.g., decentralised repair) may need
a self-organising network connecting local hierarchs
responsible for coordination and routing of repair
resources. An impact network should reconfigure
around areas which may be inaccessible or damaged by

) The C ure.
Fig. 2. (Left) Aluminium panel containing four cells. (Right
 D with half of the panels removed to reveal the internal struct
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(sub-)critical impacts, destroying cells close to the
point of the impact and affecting other cells. At the
same time, the network should be sufficiently robust in
order to support uninterrupted navigation of inspection
agents or routing of repair resources.

2.2. Graph-theoretic problem representation

Robotic agents may need an impact network which
solves a travelling salesperson problem (TSP). On the
other hand, a shortest orminimum spanning tree is often
required in order to enable decentralised inspections
when virtual (software) agents are employed.

Let us define an AAV impact network. A two-
dimensional AAV array can be represented by a planar
grid graphG(V, E): the product of path graphs onm and
n vertices, which are points on the planar integer lattice,
connected by the edgesE(G) at unit distances (Fig. 3).
The cells which represent specific points of interest
(e.g., the cells which detected non-critical impacts)
form a subsetP of V (G). In order to produce an impact
network, we need to identify those edgesZ in E(G)

which connect the vertices inP minimally, so that the
total distance (a sum of unit distances assigned to edges
Z) is shortest. This problem is, essentially, the standard
minimum spanning tree (MST) problem, except that a
spanning tree is defined for a graph, and not for a set
of vertices. Our problem is sometimes referred to in
literature as the rectilinear minimum (terminal-) span-
ning tree (RMST) problem, while the vertices inP are
called terminals, and is a fundamental problem in VLSI
design[23]. The important difference between MST
and RMST is that rather than choosing MST edges out
of the graph edgesE(G) directly connecting pairs of
vertices, we need to find multi-edge rectilinear paths
between vertices inP, minimising the total distance.
This can be achieved by means of an auxiliary com-
plete graphA, whose vertex set isP and in which the
edgepq for p, q ∈ P with p �= q has length equal to the
Manhattan distance between nodesp andq. The graph
A is not a grid graph—it is an abstraction useful only to
formalise an impact network: after a standard MSTAt

is identified inA, we merely need to convert all edges
in At to rectilinear paths on the grid graphG (Fig. 3).

F omplet ight)
C es, in ith some
v tom-rig
ig. 3. Three impact nodes are shown in black. (Top-left) A c
onversion of its MST to rectilinear paths, shown as bold edg
ertices removed. (Bottom-left) An updated auxiliary graphA. (Bot
e auxiliary graphA with three edges shown as dashed lines. (Top-r
the AAV grid graph. Two lower figures show the AAV graph w
ht) Conversion of the new MST to rectilinear AAV paths.
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The impact network problem, however, is compli-
cated by possible “obstacles”, created by discontinu-
ities in the AAV grid graphG. Initially, the grid graph
G is solid—it does not have any “holes”, so its comple-
ment in the infinite orthogonal planar grid is connected.
New critical impacts may create such holes in the grid.
Fig. 3 illustrates the RMST problem with two scenar-
ios. The first case is shown in the top part, and involves
three edges and a simple MSTAt with the total distance
of 7. The second case is shown in the bottom part: some
cells are destroyed (the corresponding vertices are
removed), and the auxiliary complete graph should be
updated because one shortest path has changed (from 4
to 6). This requires a recomputation of its MST (the new
MST distance is 8), with another edge being selected
and converted to a rectilinear path. This illustrates that
a new obstacle may not just require that a new shortest
path is found between the two involved cells (the
problem investigated by Wu et al.[41]), but rather than
the whole MST is re-evaluated. Moreover, there are
cases when a cell/terminal is no longer needed to be in-
cluded in the RMST, or a new cell/terminal needs to be
added.

Thus, from a graph-theoretic standpoint, the repre-
sentation of the impact network problem changes over
time due to insertion of new nodes (e.g., non-critical
impacts) or deletion of old nodes no longer fitting
the impact range, while the problem’s properties
change due to varying connection costs (e.g., critical
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is the communication cost of determining the desired
topology.

In summary, this paper will focus on

emergence of rectilinear minimum spanning trees con-
necting AAV cells that detected non-critical impacts,
while the decentralised problem’s graph representation
may change over time due to new non-critical impacts,
and the problem’s properties may change due to critical
impacts destroying existing paths and causing connec-
tion costs to vary.

A localised algorithm solving this problem would
exemplify a broader class of algorithms producing min-
imum spanning trees that connect cells sharing specific
properties. Our ultimate goal is to develop and ver-
ify the methodology for evolving such algorithms—in
other words, we should investigate not only algorithmic
details, but also evaluation metrics identifying distinct
phases in algorithm performance. These metrics will
serve as fitness functions guiding the design towards
desired objectives.

3. Candidate algorithms

3.1. Gradient-based cost fields

There are a few approaches employing gradient
fields in the context of packet routing and querying al-
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impacts destroying existing paths). In short, we need
dynamic and decentralised computation of a rectilinea
minimum terminal-spanning tree in the presence of ob
stacles. If the information (such as the auxiliary graph
A) was available at one central point, then the RMST
problem would essentially become an MST problem
with a subsequent conversion to rectilinear paths. I
this case the required computation itself would not be
NP-hard, although the fully dynamic case, in which
both insertions and deletions must be handled online
without knowing the sequence of events in advance
would still be quite hard. Eppstein[20] estimated
a running time of a fully dynamic graph minimum
spanning tree algorithm as O(n1/2 + log2 n + nε),
whereε is a (very small) constant, per update. In our
case, the auxiliary graphA is not even known at any
single node/cell. So, on the one hand, the desire
algorithm should be both decentralised and fully
dynamic, while on the other hand, our main concern
,

gorithms in sensor networks, based on distance-vecto
and link-state. The work of Ye et al.[42] covers some
background material, and introduces the cost field con
cept: at each node, the cost field is defined as the mi
imum cost from that node to the event node (called
sink). The cost field is established in a single pass—
by choosing a minimal value between the broadcaste
cost and the currently held value. More precisely, le
us consider two nodesA andB, with the cost of mes-
saging between them pre-set ascA,B. Assume that the
nodeB currently holds valuelB, and receives a mes-
sage from the nodeA with the costlA (this is the cost
of reaching the sink fromA; initially all costs to the
sink are set to infinity). The new value oflB is then
set to min(lB, lA + cA,B). This algorithm (GRADient
broadcast) essentially forms gradients toward the eve
(sink). In order to reduce the flooding overhead o
the required broadcast, the approach includes a tim
ing mechanism to control the propagation. GRADien
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broadcast attempts to capitalise on the similarity be-
tween the cost field and the natural gravity field “that
drives water flowing from a high post to a low post”
[42]. The crucial difference, however, is that, unlike
gravity, the cost field is specific to each sink—there is
no superposition among the fields established by dif-
ferent sinks. This feature, of course, makes the cost
field concept less practical—especially, with multiple
sinks: each node would have to keep (and propagate)
costs to each sink. Besides, the static costscA,B need
to be maintained for each pair of nodes.

Another approach (rumor routing) described by Bra-
ginsky and Estrin[6], avoids establishing the cost field,
and tries to balance propagation of queries and events. It
extends the content of each packet with a table contain-
ing distances and directions to multiple events. At each
newly reached node this table is synchronised (merged)
with a local table, and the merged table is propa-
gated further. Although the rumor routing algorithm is
more efficient than some link-state algorithms that es-
sentially require a distributed and replicated database
dynamically mapping the whole network, it still cre-
ates and maintains multiple fields (as does GRADient
broadcast)—unlike the single natural gravity field.

While elements of these algorithms can be useful in
determining the complete (or partial) auxiliary graph
A, they do not explicitly target a specific topologi-
cal outcome like an RMST. The algorithms which do
solve RMST and even harder problems, mostly work
with full static and/or centralised knowledge of the
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Problem (TSP)[15] and Minimum Power Broad-
cast (MPB)[10];

• thosedynamic shortest path problems in which the
properties of the problem’s graph representation
change over time concurrently with the optimisation
process, that has to adapt to the problem’s dynamics;

• thosedecentralised problems in which the compu-
tational architecture is spatially distributed.

Although the problem of forming minimum span-
ning trees (impact networks) on the AAV skin is not NP-
hard, it is spatially distributed over a grid comprising a
significant number of cells. Even more importantly, as
mentioned earlier, the nodes that need to be included in
the minimum spanning tree (non-critical impacts) may
appear at any time, changing the graph representation.
Concurrently, critical impacts may destroy some exist-
ing paths and force the network to reconfigure around
new obstacles, thus changing connection costs. In short,
the process should adapt to the problem’s dynamics in
a decentralised setting.

These factors suggested that the problem of forming
minimum spanning trees on the AAV skin can be
efficiently tackled by ACO algorithms, rather than
distributed dynamic programming (Bellman-Ford)
algorithms or reinforcement learning techniques such
as backtracking. A comparison with a distributed
version of Prim’s MST algorithm is described in
Section 6.2. Overviews of the ACO meta-heuristic
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graph (network), without taking into the account com
munication costs of discovering the required inform
tion. In either case, the outcome becomes availa
only in a single place rather than within the networ
itself.

3.2. Ant Colony Optimisation

It is now well known that the Ant Colony Optimisa-
tion (ACO) algorithms proposed and enhanced over t
recent years by Dorigo and his colleagues[13,8,14,17]
are particularly well suited for the following types o
shortest path problems[17]:

• NP-hard problems, for which the dimension of th
full state-space graph is exponential in the dime
sion of the problem representation—e.g., optim
sation problems such as the Travelling Salesm
and its applicability can be found in[17,9]. Es-
sentially, the ACO algorithms use the ability of
agents to indirectly interact through changes in the
environment (stigmergy) by depositing pheromone
and forming a pheromone trail. They also employ
form of autocatalytic behaviour—allelomimesis: the
probability with which an ant chooses a trail increase
with the number of ants that chose the same path in th
past. The process is thus characterised by a positi
feedback loop[13,14]. The most interesting aspect of
this autocatalytic process in the context of the AAV
is that finding the shortest path around an obstacle
an emergent property of the interaction between th
obstacle shape and the ants distributed behaviour.

Each cell/node in the network stores an ant-routin
table, used in determining which neighbour cell shoul
be chosen by an incoming ant packet to continue the
travel. The ant-routing tableai,j(t) of node it i with
respect to all its neighbour nodesj, contained in the
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neighbourhoodNi, is usually obtained by the following
functional composition of pheromone trailsϕi,j(t) and
local heuristic valuesηi,j(t):

ai,j(t) = [ϕi,j(t)]α[ηi,j(t)]β∑
l∈Ni

[ϕi,l(t)]α[ηi,l(t)]β
∀ j ∈ Ni,

whereα andβ are two parameters balancing relative
weight of pheromone trail and heuristic value. When
distances between neighbour nodes are not the same,
the local heuristicηi,j(t) may reflect thevisibility, de-
termined as the inverse distance between nodesi andj,
and indicating that closer nodes are more strongly pre-
ferred. It could also reflect other domain knowledge:
for example, the length of the communication queue
on the link connecting nodesi and j. The transition
probability of the antk from nodei to nodej at timet
is given by the following probabilistic decision:

pk
i,j(t) = ai,j(t)∑

l∈Nk
i
ai,l(t)

,

whereNk
i is the feasible neighbourhood of nodei for

antk, determined by the problem constraints.
The intensity of trailϕi,j(t) on the path between

nodesi andj gives information on how many ants have
chosen the path in the past. The trail intensity is updated
each time an ant agentk passes through the node:

)
t

s
d

,
e

reinforcing the visibility factor. Other variants (ANT-
cycle) use, in addition, the information collected during
past simulations to direct the search for better solu-
tions. Algorithms in the Ant Colony Systems sub-class
[16] balance exploration with exploitation by follow-
ing sometimes a stronger local trail with probability
of one, rather than using probabilistic decisions. These
and many other recent ACO variants and trends are
reviewed by Cordon et al.[9].

There is another approach inspired by the ant
colony metaphor and the concept of stigmergy:
AntNet—an approach to adaptive learning of routing
tables in communication networks[12]. Stigmergetic
communication, utilised by AntNet, allows a set of
ant-like agents to implicitly coordinate the actions
while asynchronously building probabilistic adaptive
routing tables. AntNet has also been contrasted with
both distributed dynamic programming and reinforce-
ment learning algorithms. In particular, in AntNet,
“following the generation of a stochastic transition
chain by the forward ant there is no back-chaining of
the information from one state. . . to its predecessors.
Each state is rewarded only on the basis of the ant’s
trip time information strictly relevant to it”[12]. Thus,
this approach is completely different from temporal
difference methods such as Q-Routing and its exten-
sions. As noted by Di Caro and Dorigo[12], “these
algorithms build the distance estimates at each node
by using the predictions made at other nodes”, and
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ϕi,j(t) = ϕi,j(t) + �ϕk
i,j(t).

At the beginning (in some ACO variants, at the end
of each cycle, the pheromone evaporates at the ra
ρ ∈ (0, 1]:

ϕi,j(t) = (1 − ρ)ϕi,j(t).

For simplicity, we shall use� = 1 − ρ to denote the
pheromone retention coefficient: the higher� corre-
sponds to higher retention of pheromones. Sometime
the possible values for the pheromone trails are limite
to the range [ϕmin, ϕmax]. There are also different ways
to choose quantity�ϕk

i,j(t), while updating trail inten-
sity. According to the simplest scheme (ANT-density)
this additional quantity is always constant, while th
ANT-quantity scheme makes�ϕk

i,j(t) inversely pro-
portional to the distance between nodesi andj, further
e

,

therefore, are not robust to wrong estimates—unlik
AntNet which does not propagate local estimates
other nodes. In addition, probabilistic adaptive routin
tables enable the ants to explore new, possibly bett
paths. It was also experimentally observed that AntN
is more robust than its competitors to the frequen
with which routing tables are updated[12]. In short,
when the network properties change concurrently wi
the decentralised problem-solving process, the a
colony metaphor suggests a feasible solution.

The successes of ACO-based algorithms a
AntNet provide a considerable motivation for our ef
fort. Nevertheless, we need to account for specifics
our application: an emphasis on a particular topolo
ical outcome rather than routing from a source nod
to destination; a preference for availability of this ou
come within the network itself rather than in a dedicate
cell; highly dynamic impact scenarios with no a prior
knowledge of the involved graph (e.g., edge costs);
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decentralised architecture without absolute coordinates
or id’s of individual cells on a multi-cellular aerospace
vehicle skin, etc.

4. Self-organising impact networks: minimum
spanning trees

In this section we describe our primary proposed
solution. The ant-like agents follow an initial ex-
ploration phase and a subsequent dead-reckoning
phase. The agents are implemented as communication
packets themselves, so the policies are implemented
via appropriate message passing, where the cells are
responsible for unpacking the packets, interpreting
them, and sending updated packets further if necessary.
Thus, ants cannot move into the cells with damaged
(or shutdown) communication links—therefore, the
regions affected by critical impacts form obstacles, and
the ants are supposed to find shortest paths around them
using positively reinforced pheromone trails. Ants are
usually generated with certain frequency, or at a given
intervalT—a given number of time steps (cycles), and
terminate after a fixed number of cycles greater thanT.

The exploration phase includes the following be-
haviours:

(E1) each impact node generates a number of explor-
ing ants everyT cycles; each ant has a “time to
live” counter (e.g., 255), decremented every cy-
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an exception being the very first move after
joining a trail, when the ant simply prefers to start
moving in the direction further away from home.

While performing random walk (E3), exploring ants
exclude the cell where they were at the previous cycle,
unless this is the only choice. Similarly, in calculating
the transition probabilities used on the “follow-trail”
step (E4), the cell from where the ant came is excluded
from the feasible neighbourhood.

The investigated method also involves a dead-
reckoning scheme (DRS), inspired by Tunisian desert
ants studied by Wehner and Srinivasan[37], enabling
the agents to return home when another impact node is
located. The scheme is implemented as follows:

(R1) when another impact node is found, the explor-
ing ant switches to a return state, remembers the
ratiog = y/x corresponding to the found node’s
coordinates relative to the home node, and starts
moving back to the home node—moving to cells
where they- and/orx-shift coordinates(s) would
be smaller and their ratio would be as close as
possible tog; if both x- andy-shift are zero (the
home node), the returning ant stops;

(R2) if the cell suggested by the dead-reckoning
scheme (minimisation ofx- and/ory-shift, while
maintainingg) cannot be reached because of a
communication failure (an obstacle),7/15/05 the
ant selects an obstacle avoiding move according
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cle;
E2) at each step from celli to cell j, an exploring an

updates thex- andy-shift coordinates from th
home node (initially set to 0)1;

E3) an exploring ant performs random walk until
ther (a) another impact node is found, or (b)
ant has returned to the home impact node; o
the ant can move to a cell with a non-zero t
intensity;

E4) if an exploring ant can move to a cell with
non-zero trail intensity, the destination cell
selected according to the transition probabilit

1 These coordinates are relative, they simply reflect how m
ells separate the ant from the home node in terms ofx andy at the
oment, and should not be confused with a taboo list of an ACO

ontaining all visited nodes in terms of some absolute coordina
dentification system.
t
r

to the transition probabilities; upon this selectio
the ant keeps to the chosen path until the obst
cle is avoided, as recognised by comparison
currenty/x ratio with g;

(R3) each cycle, a returning ant deposits pheromo
in the quantity inversely proportional to the tra
versed return distanced (d is incremented by 1
each cycle); the deposited pheromone is limite
by a pre-defined maximumϕmax; at the begin-
ning of each cycle pheromone evaporates in ea
cell.

Basically, the rule (R3) reflects theaging strategy
[33] which, together withevaporation strategy[17],
reduces the effect of past experience and avoi
convergence to possibly stagnant sub-optimal path
In general, the ants going along a shorter return pa
deposit more pheromone than the ants that selec
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(due to transition probabilities) a longer path around
an obstacle—simply because the deposited quantity
is inversely proportional to the traversed distance.
A higher quantity of pheromone attracts more ants.
Eventually, a trail is established between a pair of
impact nodes. It is important to realise that in any
such pair, both impact nodes generate exploring ants
that potentially find the other impact node and return
back. So the shortest trail is reinforced by returning
ants going in opposite directions (Fig. 4).

The pheromone is deposited in the cells themselves
rather than in communication links—in other words,
we deal with pheromone trail intensitiesϕj at the cell
j. While calculating the ant-routing tables, we setα = 1
andβ = 0, resulting in

ai,j = ϕj∑
l∈Ni

ϕl

∀ j ∈ Ni.

The visibility factor is discarded because the DRS
mostly subsumes its role. Obviously, in order to update
its ant-routing table the celli needs to receive individ-
ual pheromone-updates from its neighbours. These up-
dates are delivered by cyclic communication messages

and can be seen asbounded pheromone dissipation: the
updates do not propagate.

To avoid retracing of its steps, an antk located at
the celli remembers the nodemk where it was at the
previous cycle, and excludes it from the feasible neigh-
bourhoodNk

i = Ni \ {mk}, unless it is the only choice.
The transition probabilities used on the “follow-trail”
step (E4) are calculated as follows:

pk
i,j =




ai,j∑
l∈Nk

i

ai,l

if ϕmk �= 0;

1 if ϕmk = 0 and|xi| + |yi| < |xj | + |yj |;
0 if ϕmk = 0 and|xi| + |yi| > |xj | + |yj |,

where the last two rules represent the exception for
the very first move after joining a trail, driving the ant
further away from home. The valuesxi andyi are the
relativex- andy-shifts maintained by the exploring ant
at every step, whilexj andyj can be always determined
locally, given a direction to the neighbourj relative to
the celli. This simple local heuristic does not always
guide the ant away from home – particularly, when
joining a trail behind an obstacle – but in general helps
to send more ants towards their targets.

s ( k) colour
Fig. 4. An example of a shortest path between two impact node
represent the trail intensity – the lighter, the more intense.
white cells) around an obstacle – different shades of green (dar
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The returning ants follow dead-reckoning scheme,
and use transition probabilities only when they face a
new obstacle, at the step (R2):

pk
i,j =




ai,j∑
l∈Nk

i
ai,l

if ∃l ∈ Nk
i , ai,l > ϕ̄;

1

N
if ∀ l ∈ Nk

i , ai,l ≤ ϕ̄,

whereN is the number of nodes in the feasible neigh-
bourhoodNk

i , andϕ̄ is a simple obstacle threshold en-
couraging more exploration in probabilistic decisions
earlier in the process.

The investigated ACO-DRS algorithm, based on the
rules (E1)–(E2)–(E3)–(E4)–(R1)–(R2)–(R3), approxi-
mates rectilinear minimum spanning trees (Figs. 5 and
6) in the presence of obstacles (the blocking problem).
It also performs well in dealing with the shortcut prob-
lem[33], corresponding to a new shorter trail becoming
available.

To reiterate, we implemented a modified ACO al-
gorithm with

• one type of non-dissipative evaporating pheromone,
limited byϕmax;

• one type of aging ants with limited private memory,
including variables like the relativex- and y-shift
from the home node, the relative indexmk of the
cell where the ant was at the previous cycle, and
the ratiog = y/x of the found node’s coordinates
relative to the home node;

• simple ant-routing tables containing normalised
pheromone values only for immediate neighbours.

The modifications address the specifics of AAV and in-
clude the dead-reckoning scheme; the transition prob-
abilities model with the obstacle threshold̄ϕ, and the
local heuristic used after joining a trail. A variant of
the ACO-DRS algorithm, employing an adaptive dead-
reckoning scheme (ADRS) and a novel local heuris-
tic improving the algorithm convergence and perfor-
mance, is described elsewhere[32].

5. Phase transitions in impact networks

In order to characterise dynamics of multi-cellular
impact networks and convergence of our algorithm we

ct ne eaker
Fig. 5. An example of a minimum spanning tree in a simple impa
and its trail intensity is below a given thresholdϑ.
twork (impact nodes are white cells)—a “diagonal” trail is much w
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Fig. 6. An example of a reconfigurable impact network.

shall try to identify distinct phases and transitions be-
tween them—in terms of connectivity provided by the
emergent spanning trees. It is well known that one fea-
sible average measure of a complex network’s hetero-
geneity is given by the entropy of a network defined
through the link distribution:

H(P) =
m∑

k=1

Pk log

(
1

Pk

)
.

The latter can be defined via the simple degree
distribution—the probabilityPk of having a node with
k links, or via theremaining degree distribution[34].
Similarly, one can capture the average uncertainty of
the network as a whole, using the joint entropy

H(P, P ′) =
m∑

k=1

m∑
k′=1

Pk,k′ log

(
1

Pk,k′

)
,

wherePk,k′ is the joint probability of connected pairs.
Ultimately, the amount of correlation between nodes in
the graph can be calculated via the mutual information

measure (the information transfer[34]) as

I(P) = H(P) − H(P |P ′)

=
m∑

k=1

m∑
k′=1

Pk,k′ log
Pk,k′

PkPk′
. (1)

The random graphs theory that dates back to the sem-
inal works of Erd̈os and Ŕenyi [18] suggests to use
the size of the largest maximally connected subgraph
(LCS) and its variance or standard deviation obtained
across an ensemble of graphs, as an indicator of phase
transitions in the graph connectivity. It is well known
that critical changes in connectivity of a directed graph
occur as the number of edges increases—the size of
the LCS rapidly increases as well and fills most of the
graph, while the variance in the size of the LCS reaches
a maximum at some critical point before decreasing
[22]. This variance approximates mutual information
contained in the dynamics, combining both individ-
ual cells’ diversity and their interdependence (corre-
lation). In general, the mutual information defined by
(1) is a better, more generic measure of dependence:
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correlation functions, like the variance in the size of
the LCS, “measure linear relations whereas mutual in-
formation measures the general dependence and is thus
a less biased statistic”[34]. However, for our purposes
it is more practical and sufficient to characterise the di-
versity of and interdependence within impact networks
through the variance in the size of the LCS. It could be
argued that only complex dynamics exhibits high vari-
ance, and the peak of this variance would point to a
phase transition in connectivity.

Information-theoretic measures of complexity were
also effectively used to categorise and classify distinct
emergent configurations and phase transitions in the
context of Cellular Automata (CA)[39,25,40]. Wuen-
sche[40] has used variance of input-entropy over time
in classifying the rule-space of one-dimensional CAs
into ordered, complex and chaotic cases, related to
Wolframs’s qualitative classes of CA behaviour[39].
Langton[25] has also observed that the individual cell
entropy shows a discrete jump between low and high
entropy values for a particular value of theλ parame-
ter (the ratio of cells with a given property, for exam-
ple, “live” cells). This evidence pointed to a first-order
phase transition, similar to that observed between the
solid and fluid phases of matter. The average mutual
information, defined as a function of individual cell
entropies, has a distinct peak for thisλ, indicating a
phase transition between “ordered” and “chaotic” CA
dynamics.

n

e

To re-iterate, retention rate� determines how much
pheromone is left in the cell at the end of each cycle
(� = 1.0 means that there is no evaporation), andT
sets the interval for generating new ants by every af-
fected cell—more precisely, every cell generated four
ants for each intervalT. We carried out a series of exper-
iments with two impacts, fixing one critical parameter
and varying the other, and repeating each experiment
three times. During each experiment, we calculated the
average size of CTF’s in impact networks,H(�) or
H(T ), at each time-point, and its standard deviation,
σ(�) or σ(T ), over time. The series was also repeated
with three impacts.

Figs. 7–9plot the average CTF sizeH(T ) for three
intervals. A short interval (T = 20) corresponds to a
high frequency of the ants generation process, and
results in robust “ordered” trails (Fig. 7), where the
size quickly stabilises. A medium-length interval (T =
70) results in highly unstable trails (Fig. 8), with the
most “complex” dynamics: a trail frequently forms and
breaks. The longer intervals (e.g.,T = 180) generate
too few ants to support a trail for any significant time
period (Fig. 9), and the ensuing dynamics can be char-
acterised as “chaotic”. Similar dynamics is observed
when varying pheromone retention rates, producing ro-
bust trails for higher rates� ≥ 0.97, unstable trails for
the medium rates around� = 0.93, and chaotic trails
for the lower rates� < 0.9, where pheromone evapo-
rates too quickly.
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n
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6. Experimental results

6.1. Impact network stability

The analysis of spatial stability of impact networks
is based on the concept of a connected trail-fragme
(CTF). A CTF is a setF of cells with ϕ ≥ ϑ (where
ϑ is a given threshold), such that every cell inF is
connected with at least one other cell inF, and there
exist no cell outsideF which is connected to at least
one cell inF (an analogue of a maximally connected
subgraph). Tracing the average sizeH of CTFs and its
the varianceσ2 over time corresponds to considering an
ensemble of impact networks generated with differen
probabilities of connected impact nodes.

We focussed on two critical parameters: pheromon
retention rate� and the ants generation intervalT.
t

t

A more detailed picture emerges fromFigs. 10 and
11, plotting results of a series of experiments with (
two impacts as shown inFig. 4, and (b) three impacts
as shown inFig. 5. Both plots indicate a clear peak i
the standard deviation:σ(T ) peaks at medium-length
intervals, andσ(�) peaks at rates� = 0.94 or� = 0.95.
Robust trails occur for low intervals and high retentio
rates, in particular,T = 20 and� = 0.98. The medium-
range values, where we observe “complex” unsta
dynamics, highlight a phase transition in network co
nectivity, and clearly separate ordered and desira
robust scenarios from chaotic and under-perform
cases.

6.2. A comparison with distributed prim’s RMST
algorithm

In this section we briefly describe an alternative w
of dealing with the problem. Our aim is to compare th
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Fig. 7. Average sizeH(T ). Robust trails withT = 20.

Fig. 8. Average sizeH(T ). Unstable trails withT = 70.
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Fig. 9. Average sizeH(T ). Chaotic trails withT = 180.

Fig. 10. Standard deviationσ(T ) of average sizeH(T ). The scenario with two impacts is indicated with dashed lines; three impacts: solid lines.
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Fig. 11. Standard deviationσ(�) of average sizeH(�). The scenario with two impacts is indicated with dashed lines; three impacts: solid lines.

alternative with our ACO-DRS algorithm in terms of
communication overhead and quality of MST approx-
imation. The alternative approach is based on Prim’s
algorithm for computing an MST[29], embedded in a
single dedicated cell. This cell plays a role of a global
hierarch, and is obviously, a single point of failure.
However, our comparative analysis does not penalise
the centralised computation algorithm for this architec-
tural weakness—instead we focus on the communica-
tion cost of discovering the required information.

In order to compute an MST, the global hierarch
has to obtain information about the cells (vertices)P
which need to be connected, and the paths (edges)
among them. In other words, it has to process the aux-
iliary complete graphA, whose vertex set isP and in
which the edgepq for p, q ∈ P with p �= q has length
equal to the Manhattan distance between nodesp and
q. As we pointed out before, the lengths of the involved
edges are not known a priori and have to be dynami-
cally discovered before the RMST is computed. Many
distributed dynamic programming algorithms calculate
graph edges by setting gradients (cost-fields). Since our
goal is to compare with an algorithm from this class, we
obtain the complete graphA by setting gradients from
each of the cells inP. Every such gradient is established
in a single “flooding” pass initiated by an impact node

p ∈ P by broadcasting an integer, which is incremented
at each message-passing step with an appropriate min-
imisation (based on the GRADient broadcast idea). Ev-
ery intermediate cell, therefore, may be a point on many
overlapping gradient fields, and has to keep a list of in-
teger gradient values, pointing towards many “sinks”
(vertices inP). When a gradient initiated by a node
p ∈ P reaches another nodeq ∈ P , the nodeq effec-
tively determines the distance top (the last gradient
value), and may send an update to the global hierarch.
This means that every node inP is expected to establish
distances to all other nodes inP, and the global hierarch
is expected to obtain the complete graphA. Given that
the exchanged data become outdated when there is a
change (a new node is added toP, an existing node is
removed, an obstacle affects costs of edges), the com-
plete graphA will have to be updated from time to time.
To do so, every gradient is periodically re-established,
distances between the affected nodes are modified, and
the updates are communicated. Similarly, every node in
P periodically sends data to the global hierarch just to
confirm its membership (otherwise, it is removed from
the task). At certain times, the global hierarch applies
Prim’s algorithm to the current graphA and computes
the MST and RMST. A software inspection agent can
then be send to explore the RMST.
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Distributed periodic determination of the complete
graphA incurs, obviously, the main communication
cost of this algorithm. On the other hand, the qual-
ity of computed MST is expected to be higher than in
the ACO-DRS algorithm. There would obviously be
delays when an inspection agent traverses an RMST
which is no longer correct—this can be resolved by
more updates from the global hierarch sent directly to
the inspection agent. There are also problems when the
global hierarch is destroyed, and this can be resolved
by redundancy in the hierarchy. All these resolutions
increase the communication cost and algorithmic de-
tails, but at this stage we simply wished to compare
the ACO-DRS algorithm with a “vanilla” version of
distributed Prim’s algorithm.

We carried out a number of evaluation experiments
with two scenarios. The first scenario (S1) involved
a smaller AAV array (19× 14 cells, 266 in total),
while the other scenario (S2) employed a larger array
(30× 20 cells, 600 in total). Each scenario simulated
the following series of events (Fig. 12): (i) two impacts
(A and B) are detected at the very beginning, and the ex-
pected RMST is a straight path between them:{(A, B)};
(ii) an obstacle appears some time later (at cycle 200

for S1, and at 300 forS2), and the expected RMST is the
shorter path around it; (iii) a third impact (C) is detected
400 cycles after the obstacle, and the RMST is expected
to include a path to the new impact:{(A, B), (A, C)};
(iv) a fourth impact (D) is detected 400 cycles after the
third impact, and now the RMST should reconfigure
to {(A, C), (C, D), (B, D)}, because the edge (C, D) is
shorter than (A, B), given the obstacle; (v) the fourth
impact (D) is ruled out 400 cycles later, and the RMST
should reconfigure back to{(A, B), (A, C)}. The series
of events (i)–(v) simulates all important aspects of the
problem: addition and deletion of nodes, and changes
in the edge costs. In the second scenario the ACO-DRS
algorithm employed twice as many exploring ants per
impact node.

Each scenario included 10 runs for the ACO-DRS
algorithm and 1 run for the distributed Prim’s algo-
rithm, as the latter is essentially deterministic.Fig. 13
illustrates the comparative quality of the algorithms,
and it is obvious that the alternative performs sig-
nificantly better than the ACO-DRS algorithm: it
converges to the right RMST length faster and does
not fluctuate (it is particularly better when dealing with
node deletion). This outcome is, of course, expected,

e obsta .
Fig. 12. The first scenario: (i) A and B are added; (ii) th
 cle is added; (iii) C is added; (iv) D is added; (v) D is removed
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Fig. 13. Length of RMST produced by the algorithms for the first scenario: ACO-DRS length is shown with solid lines, global-hierarch
computation is shown with dashed lines.

Fig. 14. Communication load created by the algorithms for the first scenario. ACO-DRS: solid lines; global-hierarch: dashed lines.
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Fig. 15. Length of RMST produced by the algorithms for the second scenario. ACO-DRS: solid lines; global-hierarch: dashed lines.

Fig. 16. Communication load created by the algorithms for the second scenario. ACO-DRS: solid lines; global-hierarch: dashed lines.
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as the RMST computation is carried out in the global
hierarch, and not in the network itself.Fig. 14shows
that the price for this performance is quite high: the
distributed Prim’s algorithm requires almost an order
of magnitude more messages than the ACO-DRS algo-
rithm. Similar picture emerges for the second scenario
(Figs. 15 and 16). Here, however, the gap in the commu-
nication overhead widens, while the performance gap is
reduced.

In order to verify whether these observations
indicate a tendency, we need to find out the main
component of the communication overhead in both al-
gorithms. The ACO-DRS algorithm involves messages
carrying exploring and dead-reckoning ants, and the
messages updating neighbours of each cell on the value
of its pheromone. It is this last message type which hap-
pens to be the most costly in the ACO-DRS algorithm.
Importantly, the number of these pheromone-update
messages is proportional to the length of the RMST
itself (where the pheromone is deposited), as there is no
need to update on zero pheromone values elsewhere.
In a sense, this message type implements bounded
dissipation—and its relatively high communication
overhead is the reason why full dissipation would be
very costly in an artificial communication network
(while ants use it for free in nature).

The distributed Prim’s algorithm involves flood
messages among the impact nodes inP, updates of the
global hierarch, and most importantly, the updates of
neighbours of each cell on the values of the multiple
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finding minimum spanning trees in a dynamic decen-
tralised setting, exemplified by self-monitoring and
self-repairing aerospace vehicles. The new localised
algorithms described here are based on the ant colony
metaphor and lead to emergence of reconfigurable
impact networks. These networks represent a broader
class and demonstrate the potential of self-organising
multi-agent networks in detecting damaged sections
of the modular multi-cellular vehicle skin. The
investigation of dynamics of produced rectilinear
minimum spanning trees complements the developed
methods, and allows us to quantitatively evaluate
the stability of the emergent patterns. In particular, a
metric based on the variance in the size of the LCS
captures connectivity in impact networks, pinpointing
important phase transitions.

We have also evaluated the ACO-DRS algorithm
against a variant from the class of distributed dynamic
programming algorithms, using Prim’s algorithm peri-
odically invoked in a global hierarch. The comparative
analysis highlighted a low communication overhead
of the ACO-DRS algorithm, and a better quality of
RMST approximations computed by the alternative
distributed Prim’s algorithm. The higher communica-
tion cost of the alternative variant may be acceptable if
the quality of RMST-approximation is a serious issue,
while robustness can be increased by replacing the
global-hierarch with a network of local hierarchs. The
role of local hierarchs can be taken by the impact nodes
(the points of interest) themselves. We are currently
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gradient fields stored in the cell. Again, this last mes
sage type is the main component of the communicatio
cost. The aggregate cost of these gradient updates is
high because it is dependent on the total number
cells in the array. This analysis shows that the ACO
DRS algorithm will scale much better in terms of the
communication cost, with the increase in the array
size, as the length of the RMST in any array is approx
mately an order of magnitude smaller than the numb
of cells in the array. In addition, the model involving
a global-hierarch is inherently non-robust, and will b
less robust as the size increases.

7. Conclusion and future directions

This paper presented a novel application of ACO
and gradient-based algorithms to the problem o
o
f

r

developing such a hybrid algorithm without a globa
hierarch, where ant-like messages are used for disc
ering the impact nodes and a gradient-like field is us
for minimising the edge costs. The communicatio
cost of this new algorithm is expected to be lowe
than that of the distributed Prim’s algorithm, althoug
still higher than that of the ACO-DRS algorithm. In
summary, there is a range of algorithmic options, a
their choice depends on priorities of the task at han
We would like to point out that in a distributed de
centralised setting communication complexity is ofte
more important than the computation complexity.

A parallel study[21,36,30,31]describes an anal-
ysis of spatiotemporal stability of impact boundarie
self-organising around (sub-)critical impacts, and the
use in multi-cellular shape replication. The resul
presented there identify phase transitions in terms
generic information-theoretic properties, such as t
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Shannon entropy, and form a part in our overall method-
ology, contributing to global response engineering in
multi-agent networks. A key step of this methodol-
ogy is a clear identification of appropriate selection
pressures (such as stability of emergent patterns, com-
munication cost, etc.), the corresponding metrics, and
well-performing ranges within the parameter space,
employed by the localised algorithms. This opens a
way towardsevolvable algorithms for reconfigurable
sensor and communication networks.
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[9] O. Cordon, F. Herrera, T. Stützle, A review on the ant colony op-
timization metaheuristic: basis, models and new trends, Math-
ware Soft Comput 9 (2/3) (2002) 141–175.

[10] A. Das, R.J. Marks II, M.A. El-Sharkawi, P. Arabshahi, A.
Gray, The minimum power broadcast problem in wireless net-
works: an ant colony system approach, Proceedings of IEEE
CAS Workshop on Wireless Communications and Networking,
Pasadena, CA, 2002.

[11] J.L. Deneubourg, S. Goss, Collective patterns and decision
making, Ethol. Ecol. Evol. 1 (1989) 295–311.

[12] G. Di Caro, M. Dorigo, AntNet: distributed stigmergetic control
for communications networks, J. Artif. Intell. Res. 9 (1998)
317–365.

[13] M. Dorigo, V. Maniezzo, A. Colorni, The Ant System: an au-
tocatalytic optimising process, Technical Report No. 91-016

[ ti-
yst.

[ ing

[ ra-
IEEE

[ ta-
nary
, NJ,

[ of
61–

[ tury
: H.
ed-
ce
ew
Valencia, D. Ward, J. Winter, Development and evaluatio
sensor concepts for Ageless Aerospace Vehicles, Develop
of concepts for an intelligent sensing system, Technical
port NASA/CR-2002-211773, NASA Langley Research C
ter, Hampton, VA, 2002.

[2] D. Abbott, J. Ables, A. Batten, D.C. Carpenter, A.F. Collings
Doyle, J.B. Dunlop, G.C. Edwards, A.J. Farmer, B. Gaffney
Hedley, P. Isaacs, M.E. Johnson, B. Joshi, C.J. Lewis, G.T.
ton, D.C. Price, M. Prokopenko, T. Reda, D.E. Rees, D.A. S
S. Seneviratne, P. Valencia, P. Wang, D.F. Whitnall, J. Wi
Development and evaluation of sensor concepts for Ag
Aerospace Vehicles, Report 3: Design of the Concept De
strator, Confidential Report No. TIPP 1628, CSIRO Telec
munications and Industrial Physics, Australia, January 20

[3] A. Batten, J.B. Dunlop, G. Edwards, A.J. Farmer, B. Gaff
M. Hedley, N. Hoschke, P. Isaacs, M.E. Johnson, C.J. Lew
Murdoch, G.T. Poulton, D.C. Price, M. Prokopenko, I. Sh
D.A. Scott, P. Valencia, P. Wang, D. Whitnall, Development
evaluation of sensor concepts for Ageless Aerospace Veh
Report 5: Phase 2—Implementation of the Concept Dem
strator, Confidential Report No. TIPP 2056, CSIRO Telec
munications and Industrial Physics, Australia, April 2004.
(Revised), Politecnico di Milano, Milan, Italy, 1991.
14] M. Dorigo, V. Maniezzo, A. Colorni, The Ant System: op

mization by a colony of cooperating agents, IEEE Trans. S
Man Cybern. B 26 (1) (1996) 1–13.

15] M. Dorigo, L.M. Gambardella, Ant colonies for the travel
salesman problem, BioSystems (1997).

16] M. Dorigo, L.M. Gambardella, Ant colony system: a coope
tive learning approach to the traveling salesman problem,
Trans. Evol. Comput. 1 (1) (1997) 53–66.

17] M. Dorigo, G. Di Caro, Ant Colony Optimization: a new me
heuristic, in: Proceedings of the 1999 Congress on Evolutio
Computation, Washington, DC, IEEE Press, Piscataway
1999, pp. 1470–1477.
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