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Abstract— This paper describes a decentralised asynchronous
algorithm for negotiation in team decision and control prob-
lems, allowing multiple decision makers to propose and refia |- e
future decisions to optimise a common non-linear objectiveor Time

Time Time

cost function. A convergence requirement provides an intdive i Message
. . L L Idle_ Computing Send/Receive
relationship between the communication frequency, transnssion =

delays and the degree of inter-agent coupling inherent in ta  Fig. 1. Synchronous vs asynchronous iterations for a sysfeBhagents.

system. The coupling is defined by the cross derivative of the  agynchronous algorithms can be further separated into to-
objeptlve fupctlon. The glgorlthm is applle.d to the pontrol of I h d iall h |
multiple vehicles performing a search task with simulationresults  (@/ly @synchronous and partially asynchronous [9]. Foaltpt
given. asynchronous algorithms, the age of the information antagen
has about another can become arbitrary large. While a fhartia
l. INTRODUCTION asynchronous algorithm requires this to be bounded. The
This paper examines the decentralised optimisation prokpOPT algorithm [10] for distributed constraint optimiizzt
lem encounted in continuous team decision problems (egyoblems with discrete decisions is an example of a totally
distributed model predicitive control [1]). Classicallfig asynchronous algorithm.
optimisation problem is solved using conventional algoms  The main contributions of this work are twofold: (i) the de-
by collecting the information at a single location [2], [Blow-  yelopment of a practical decentralised partially asynobus
ever, for large distributed systems containing many agenghtimisation algorithm for a team of agents coupled via a
this centralised approach is not practical. To address thigmmon nonlinear objective function and (ii) a convergence
various distributed optimisation algorithms [4]-[6] haveen condition for the algorithm is presented which intuitively
proposed. Generally, these methods decompose the siegle flg|ates the inherent inter-agent coupling to the commtioica
ative optimisation algorithm into several smaller subpeats, frequency and transmission delays.
allowing the computation to be distributed among the agents section 11 defines the team decision problem and intro-
However, the iterative structure of a distributed algarith gyces the decentralised solution method and presents the
can greatly affect its performance. Distributed algorishean  main convergence result. Section 11l introduces a method to
be categorised into synchronous and asynchronous [6] me8timate the inter-gent coupling and the general asynciuson
ods. Synchronous algorithms require iterations to be mcuoptimisation algorithm. Simulations results are presefive a
in a predetermined order and can be broken down into Gauggysiti-vehicles search scenario in Section IV, Conclusiares

Seidel and Jacobi types (see Fig. 1). The iterations in a$sausresented in Section V.
Seidel algorithm must be computed sequentially, possibly
causing the agents to be idle while waiting for their turneTh Il. DECENTRALISEDDECISION MAKING
collision avoidance algorithm presented in [7] is an exampl Consider a team ofp robotic agents, where each agent
of this type. i € {1,...,p} is in charge of a local decision variable
A Jacobi type algorithm allows the agents to work oR; € V; C R%. The global team decision vectois given
subproblems in parallel, but still requires each agent t@d wady v = [vi,vs,...,v,] and is defined on the product set
until information from all other agents has been receivedrpr y = V; x .- x V, C R, whered = dy + -+ - + dp.
to starting a new iter_atior_m The formation control algamith  Assumption 1 (Decisions)The set of feasible decisiong
presented in [8] falls in thl_s cate_gory. _ _ is convex for all agents € {1,...,p}.
An asynchronous algorithm is similar to a Jacobi type, The team is required to select decisions such that a given
but does not require each agent to wait before starting tbBjective function/: V — R is minimised
next iteration, an agent simply uses all the informationas h v* = arg min J(v), (1)
available at the time. This type of algorithm allows eachrage vey
to compute and Co_mm_un_'cate at different rates without thewp vectors are assumed to be column vectors. For simplittigy ‘trans-
overall progress being limited by the slowest agent. pose’ has been omitted. Formally,should be defined as/T, ..., vI]7.
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wherev* is the desired optimal global decision. It is notedo update the decision, each agentetermines the local

that this definition of the decision problem excludes hamgradient vectorViJ(iv(l)) and applies a positive definite

constraints between the agents. scaling matrix A;(I) (e.g. an approximation to the local
Assumption 2 (Objective Functionhe objective function HessiaaniJ(iv(l)) or simply the identity matrixI). The

J is twice differentiable, convex and bounded from below. decision is then updated by moving it in this direction and
Under assumptions 1 and 2, a necessary and sufficipnbjecting it back onto a feasible decision

condition [11] forv*T to be optimal is fi (iv(l)) _ PYOJQ(D (ivi(l) o (Ai(l))_l ViJ(iV(Z))) 7
(v—v*)"VJ(v*) >0, forall v e V. 2 7
In terms of each agents local decision, this can be written aghere~; is a step size to be defined ait?dojﬁi(-) denotes
(vi —v)IV,J(v*) >0, forall v, € V;, (3) the projection onto the séf; under the scaling ofA; and is
for all i, wherev? is theit agents component of the optimaldefined for any vectop; € R% as
decisionv* and V,J(v*) € R is the gradient vector with Proj{}j (p;) = argmin (v; — ;)T A; (vi — ;). (8)
respect to the™ agents decision, evaluated . vi€Vi

The projection operation requires only local knowledgehef t
E%easible sed; and the scaling matrixd; (1).
Assumption 3 (Continuous Computatiofhere exists a fi-

It is noted that ifJ is not convex, (3) corresponds to th
first order necessary condition for the powt to be a local

minima. ite constanC, such that for all andi
To explicitly exclude the possibility of a centralised st nite constant, suc U atforall andq
being considered, it is assumed that each agent can only dqe Ty, suchthay € [I,1+ C]. C)

compute the local gradient of the objective functig/(v) € This ensures that the interval between updates computed by
R and possibly the local 2nd order derivatives.J(v) each agent is bounded and thus,/as> oo the number of
corresponding to thé; x d; submatrix of the full Hessian. updates computed by each agent also goes 1o

A. Distributed Asynchronous Optimisation C. Communication

The proposed solution method allows each agent to propos€€ommunication is initiated by agemtsending a message,
an initial decision and then to incrementally refining it,ileh at some timel < Tg C {0,1,2,...} to agent; containing
intermittently communicating these refinements to the teaits latest decisiorfv;(l). After some communication delay
The distributed nature of the problem requires each agents{(/) agent; receives and incorporates it into its local copy of
execute and communicate asynchronously, thus the infornige team decision vector. Thus, when the message is received
tion it has about other agents may be outdated. It is assumied(i + b;;(1)) = “v;(I) and hencer;; (I + b;;(1)) = I. To
each agent maintains a local copy of the overall team decisiensure each agent obtains the decision of each other atient, a

At discrete timel for agent; this is given by agents must communicate to every other agent.

V() = ['vi(l),"va(l),. .., v (D). (4)  Assumption 4 (Bounded DelaysJhere exists finite posi-
Where pre-superscripts represents a copy held by a spedifie constants3;; for all i andj such that
agent, while subscripts represent a specific agents decisio l—m;() < By;, foralll. (20)

e.g.'v;(!) represents agetit local copy of agenj’s decision. |nformally, this can be relaxed so thAt, represents the max-

The variablel is simply used to represent when discretgnum difference, measured in numbers of updates computed
events take place (such as when an agent computes an upggtggent;, betweeriv; (i) and’v;(l).
or communicates) and does not require each agent have accegsjs noted that if the agents compute updates and commu-
to a global clock. nicate at a fixed frequency, the ternf%; of assumption 4

To include the effects of communication delays, the vaéablan pe approximated by knowing: (i) the rate of iterations
7;;(1) will denote when ageny’s local copy /vi(l) was computed by agent, (i) the communicated raté;; from i
generated by agentand hence'v;(l) = "vi(7;;(1)). ItiS 1o j, and (i) the delivery delayD;; between agent sending
assumed that;;(I) = [ and thus ageni always has the ¢ ; receiving a message, using
latest copy of its own decision. Using this notation, (4) can 5 o .
be written as Bij = Ri/Cyj + Ba Dy (1)

V(1) = ["vi(ru), .. Pvp (i (D)]. (5) D. Convergence Results

The condition presented here relates the degree of inter-
agent coupling and communication properties to the maximum
allowable step size. For each pair of agents, the magnitude

modifies its local decisiofiv;, based on its copy of the teamof inter-agent coupl_ing is captured by a single _scalar that
decision vectorv. To allow each agent to perform upd‘,jltegepresents the maximum curvature of the objective function

asynchronously a set of tim@¥’ C {0, 1,2, ...} is associated in the subs_pace of the MO agents deC|S|0n§. .
with each agent that represent when the agent computes Assumption 5 (Coupling)The second derivatives of the
local update o%jective fucntion are finite. Thus, for evelyand j, there

o 41) { f, (iv(l)) if 1T, ©) exists a finite positive constai,;, such that

V; - i v

vi(l) else. vi VaJ(v) vy < il K vl (12)

B. Local Decision Refinement
To formalise the intuitive notion oflecision refinemena
local update rulef; : V — V; is defined for each agent that



forall v.e V andv; € R% andv; € R%. The matrix By assuming the communication and computation rates, and

V%J(v) corresponds to thé; x d; submatrix of the Hessian delivery delays are constant, the approximation for theydel

of the objective function. termsB;; given in (11) can be used. Combining this with (16),
The above assumption defines the inter-agent cougting the step size obeys the relation

for all agentsi andj # i. For the casg = i, the termK; Ba;

will be referred to as the internal coupling of ageént B K“+Z Kij (1+RiDij+Riji+C_ij+Cﬁ
If the Hessian is available, the constaifs; can be com- Now considerjt;ﬁe properties of each term:

puted using

R, R,

). (18)

K;j = max3(V2J(v)), (13) » R;: Computation rate of agerif dependent on available
vev computing power, will be considered a constant.
» C;;: Communication rate frorto j, directly controllable
be agent, possibly subject to bandwidth constraints.
e D;;: Transmission delay fromi to j, dependent on
physical communication infrastructure and possibly com-
munication topology (if multi-hop routing or message

wheres(M) represents the maximum singular value of matrix
M.

Theorem 1 (Convergencefissumptions 1 — 5 provide suf-
ficient conditions for the distributed optimisation alghm
defined by (6) and (7) to converge to the global optimum for
all v; € (0,T;) where

2a; forwarding is used).

i = ' ZK(l + By + Bjs) (14)  For simplicity this work will assume the network topology is

" — Y K I fully connected with fixed delays. A heuristic communicatio
JF1 . . . . .
anda; is a scaling normalisation factor given by policy is proposed which sets the communication rate propor
. tional to the square root of the inter-agent coupling
a; = min §(Ai(l)), (15)
l

€T Cij = nin/ Kij. (19)
wheres(M) represents the minimum singular value of matrithe constant); can be chosen such that the strongest coupled
M. See [12] for a proof. If the objective function is not conyexagent is sent a message after every local iteration, or to
only convergence to a stationary point, obeying first ordegtisfy some bandwidth limitations. This policy represent
optimality conditions, is guaranteed. a compromise between fast convergence, requiring a high

This theorem is an extension to the partially asynchronogsmmunication rate, and the practical requirements oftdichi
convergence theorem given in [5] and provides a unified waandwidth (see [12] for details).

of relating the inherent inter-agent coupling and commamic

tion structure with the speed at which an agent can refine its 1. COUPLING ESTIMATION

local decision. Since it cannot be assumed each agent can evaluate the
Based on Theorem 1 an algorithm can be developed Bl cross derivatives, it is not possible for any agent téveo
defining the step size as (13) for the coupling terms. This section will present an
Ba; approximation method for these terms that only relies oalloc
i (16)  information.

K + 37, Kij (1+ Bij + Bji)’ ; _ o
for somej € (0,2). With this formulation, the main issue Cpn3|der the Ta_ylor expansion dfabout a decision vector
becomes the evaluation of the coupling teriig. This poses V With a perturbatiomv = [Avy, ..o Avy)

a significant problem, even for the internal coupling terms J(v + Av) ~ J(v) +
K;, since they require a solution to the maximisation problem  _? 1
(13), which maybe as hard as the initial optimisation proble Z Av] ViJ(v) + 3
The inter-agent coupling terms pose an additional problem o =1 i
requiring non-local information about the cross derivediv The use of the coupling<;; gives a maximum bound on
These issues will be discussed further in Section IIl. the value of the last term (see (12)). Thus, it is proposed to

E. Communication and Convergence Rate approximate the inter-agent coupling by simply estimatrig

It has been previously shown [13] that the convergence rdgM Over successive iterations. , .
of a similar algorithm based directly on the work of Bertseka !f Only perturbations in the decisions of agentand ; are
and Tsitsiklis [6] is linear, with an asynchronous converge considered, then the cross derivative term can be estimated
ratio of using

V1-—nc, 17) T2 T T
. L . Av; VS J(v)Av,; ~ Av; V;J Av;i) — Av; V.J(v).
where~ is a step size fixed for all agents ands a problem Vi Vig/(V)AV; vi Vi (v +Av) vi Vi (v)

dependent constant. Although this expression was derived YVith some abuse of notation, the vector- Av; is assumed
a slightly different algorithm, it is expected that the geme to represent’+[0,...,0,Av;,0,...,0]. The inter-agent cou-
dependence will hold for the one defined by (6), (7) aning Ki; can now be estimated using
(16), which uses a separate step size for each agent. Thys, _ 1 Av] V.J Av?

. . . . LS b~ iJ(v+ Av;j) — Vid(v)],
this section will examine the convergence rate indirectly b AV [ [JAv;]| _ [Av| N
examining the relationship between the properties of therin where the absolute value is used to maintain a positive
agent communications and the step sizes. estimate. By definings; = Hﬁ# the above equation can

vill”?

> AVIV2I(v) Avj. (20)

P
=1 j=1




be considered as the difference between the gradiedt iof Fig. 2. Local optimisation algorithm for agent
the directione; before and after a perturbation in ager® 1. Initialise decision vectotv = [iv1, ..., 'v,]
decision. 2: for all j #4 do

By evaluating this at each iteration, and defining@ndAv;  3:  Initialise communication link toj
to lie in the update directions of agentsind j respectively, Exchange computation raté& and &,

. . S Determine communication delays;; and D ;

the estimate will track the local curvature of the objectivey. o4 for
function in the vicinity of the actual team decision and in7: repeat
directions where the decisions are actively being refinbis T 8: g, « V;J(*v) (Local gradient)
is in contrast to using an absolute maximum over all position?:  A; < VZQZJS v)orIl (Generate scaling matrix)

and directions, as suggested in (12) and will result in a mo?-8 di<=—A "g, (Update directon)
e; =d; ||dl|| (Unit vector in update direction)
appropriate value.

ai < e A e; (scaling normalisation)
Thus, if agenti maintains the two most recent deC|S|on§3 go, < €7 & (Gradient in update direction)

communicated from agent ‘v andlv"'d the coupling can 14: 'K, < el V2J('v)e; (Or via finite diff. approx.)

AN

be estimated by agentat each |terat|on using 15:  for allId j #ido (Calculate coupling and delay terri)s
. 1 ‘eT v.J iv) T V.J(ivold,j)’ (21) 16: i Ol‘; J <: ‘v — [Z S JAvV, 0] (Perturbed decision)
i = ||A v, T . Vi i Vi ) 17: Jo; = el ViJ('v g ) (Perturbed gradient)
whereAv, = V _ zvold % O|d] = v — [ AV O] 18: KZJ < !gel - ggl /”AVJH (Inter-agent coupling)
J J oo Bij < Ri/Cij + RiD;;  (Inter-agent delay terms)
ande; is chosen to lie in the d|rect|on the IocaI decision WIH;O B i )
i <= R;j/Cji + R; Dj;  (Requires comm. rates g}
be updated in, defined in (6) as; ' V;J('v). end for
This allows the inter-agent coupllng to be evaluated Itycallzz i = Ba (Step size)
be each agent using only gradient evaluations. Further more i + Z#L Kij (1+ Bij + Bji)

only the inner product between the gradient and a unit vecte:  'vi < PI‘OJV ("vi + yidi) (Update local decision)
is required, which can be significantly cheaper than a diret¢t: for all j # do_ (Manage communications)

gradient evaluation. 25: Cij <= n\/'Ki; (1= Ri/max;;/'K;; oris determined
. L by some bandwidth constraint)
A. Dynamic Communication Rates 26: if Req. to send msg tg then  (Determined fromC;;)
Through the communication policy (19), the communicatiogv: Sendm;; = ‘v; to j
rate is determined by the inter-agent coupling, which wl b28 end if

if Msgm;; =7v; received fromj then
Av; <= "v;—7v; (Determine change in external decision)
‘v <=7v; (Update local copy)

expected to change throughout the optimisation procem;re
a consequence, the communication rates can be adjuste to

automatically adapt to the changing requirements of theeays 3, Use time between messages to estin@fe
as it traverses through the joint decision space 33: end if
34: end for

B. Dynamic Step Size 35: until Converged

|n_tUm, the approximate coupling terms and qurem COM~ The inter-agent couplingk,;; can only be estimated after two messages
munication rates are used to calculate the step -gizaf the have been received from

current iteration

5@(1) As noted, the inter-agent coupling terr’ﬁéj are estimated
Yi(l) = ol o BB (22)  using information from the two previous messages communi-
i(l) + Z i ij + Bii) cated byj. Thus, before this information has been received

g7 no estimate can be made and the term can be set to zero. For
The internal couplingX’;, representing the maximum curvas simplicity, the extra logic required to deal with this sitios
ture in the subspace of ager# decision, can be approximated, 55 peen ignored.

in a similar manner toZK” or, if the Hessian submatrix

V2.J(v) is available, can be calculated directly using . IV. MULTI-VEHICLE SEARCH _
if{ii(l) = T V2J(v) e;. (23) A typical scenario of mterest is the sear_c_h for a lost object

I or target by multiple vehicles, (e.g. maritime search for a
capsized yacht at sea using multiple search aircraft). The
a;(1) = el Ai(l) e;. (24) search problem was first examined by Stone [14] and more
To accommodate for possible underestimation of the coigcently by Bourgaulet al. [15]-[17].

pling and the inaccuracies in usm@” with varying com- This paper follows the general formulation of Bourgault,

munication rates, the value of should be selected appropri-which uses a receding horizon control method, whereby a

ately. For problems with slowly varying Hessians and smaMPen loop plan is generated by optimising the controls over a

communication delays, a largé can be used. However, forfinite planning horizon. Only the initial portion of the plas

large delays or rapidly varying Hessians, a value closeeto z implemented, afterwhich a new plan is generated.

should be employed. For the results presented in this papek.aSystem Description

value of 5 = 1.5 was used. The final distributed optimisation 1) Lost Object:The object state is given by its 2D position

algorithm is given by Fig. 2. Xo = [T, Y] and is assumed to lie within the domain C

Similarly, the scaling normalisation constamf is approxi-
mated with
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where A" (x) £ P(z8 ™ |x; v ) is thei™ vehicles likeli-
hood function defined once the observatidii' and vehicle
com‘igurationri.€+1 are known, and**! is a normalisation
constant. For the™ vehicle to update its PDF, it must receive
the likelihood functionAf*l(x) from all other vehicleg # i.

400 500 For simplicity, it is assumed each vehicle communicates the

Fig. 3. Probability of detection as a function of ground aligte to target likelihood d|rectly to every other vehicle.
from an aircraft travelling at a fixed altitude @atom. C. Trajectory Control

o
=)

o
N

Probability of Detection
o
S

.
OO 100 200 300
Ground distance to target (m)

R2. It is assumed that the object has slow dynamics compare(:]rhe vehicles will be controlled using receding horizon

to the motion of the vehicles and thus, can be approximat%%lmro" Thus, at each t_|me an opumgl planning problem
as stationary. IS constructed over a fixed time horizon of steps. The

2) Search VehiclesThe state of the" vehicle is given by objective function |s_def|ned by con5|der!ng th_e probapilit
. i . of the target not being detected over this horizon. For the
its 2D position and heading,; = [x;,y;,0:;] € R; and travel

. ) ; . k i
at constant altitudé:; and velocityV;. They are controlled system at timek, with vehicle statexy, ..., r, and object

TP
from time ¢* to t**! — ¢* 4+ A¢ by applying a fixed turn PDF P(x|Z";R"), the objective function for a given open
rate u*t' € U; C R, whereld; models the control limits

. loop control planu®*+N=1 = [u¥ .  uF+N-1]is
K3
(and is thus a convex set). The resulting motion is assumed/* (u**+~V=1) N
deterministic and denoted by ' = fF(rk uk). b ok bl Rl e
3) Observations:Each aircraft is equipped with a down- /XP(X|Z R )EHP(Zi = Dpxr ), (27)
ward looking scanning radar. It is assumed at each time steﬁ e - ] . Jb N1
the sensor either detects the position of the object aalyratVNe'€r: = 15 calculated recursively from;” and u;
E . . . . ingr_+ +1 _ f_k-ﬁ-é(r/_c-ﬁ-é ul_c-ﬁ-é).
zF = D and the mission is over, or no detection is madé® i i o
k_D Assuming the time required to perform the minimisation of
; .

Z; : ]
The observations are modelled by the conditional probabff?) IS small compared to the dynamics of the system (and

ity distribution P(z*|x;r¥). This determines the probability € time horizonAtN), the optimal control problem can be
of receiving an observatioa* given the object positionc ~Solved using the algorithm in Fig. 2.

and vehicles state*. The modelled probability of detection 1he objective function has a minimum value of zero and,
adopted in this work is based on [15] and has the form ~ @ssuming the prior PDF is smooth, the objective function is
twice differeciable (since the motion and observation niede

1
k R AN —ayd .
P(zi = Dlx;r7)) = a1z, (25) are also smooth). However, it cannot be expected to be convex
wherea; andasy are constants and is the distance betweenand thus only a local optimum can be expected.
the sensor and the object. The function used in the example Numerical Results

is plotted in Fig. k3 The prokbability of no; detectingk theger  pue to space requirements only a single scenario is consid-
is defined asP(z; = DIx;rj) =1 — P(z; = D|>2§ r;). The ered here. This consists 6fvehicles, starting in two groups
combined or joint observation is denoted@y= [z, ...,2;]. as shown in Fig. 4(a). Each vehicles planned trajectory is
B. Recursive Bayes Filtering pafameterised such tha_t a single tu_rn rate ?s held consqantf
5 time steps ofls duration. For a time horizon dfs, this

Baysian filtering is used to maintain the probability densit _ . L .
function (PDF) of the position of the object. This requirks t results in a decentralised optimisation problem (thatssireed
y time step) involvin@5 parameters distributed over the

search team be given some prior belief of the target Iocatigxer .
based on specific domain knowledge, such as the estimatée of hicles.
a distress call. Once this has been established, the belief
any later stage can be constructed recursively. a

Consider the system at a given time stefI he team’s state
is given byr® = [r}, ... rF] and the PDF ok, conditioned on
all past observations and agent configuration®,(is| Z"; R"),
whereZ" = [z',...,z"] andR" = [r!,... ,r*] and Z° =
R’ = 0.

napshots of the scenario are shown in Fig. 4(a) — (d),
I%o displayed are the planned future trajectories (dgshed
The inter-agent coupling structure, across the whole team,
for each optimal planning problem is displayed in Fig. 4(e)
— (h) for each optimisation problem represented in Fig. 4(a)
— (d) respectively. Each matrix element represents the- aver
age of the coupling estimates generated by each agent, for
. . _ the corresponding instance of the optimal planning problem
k __ k k

When a J?'?lt conr:roll acg'ommgsjlula 0 u,]is tgken, the  ormalised against the maximum. At the start of the scenario
”,fﬁ"f?ateok t e\ée_z ¢ esh eco .an ajon(wjto s_ervauon only the adjacent vehicles are coupled. While as the mission
z IS taken. Since t © target Is assumec stationary & Ives, the coupling adapts to reflect the degree of oveflap
assuming the observations are COﬂde[IOHaHy independeet, the vehicles future observations. For example considentage
prior PDF can be updated directly usmg Bayes rule 3 in Fig. 4(b), from Fig. 4(f) agent 3 is strongly coupled to

1 ) . . e
P(x|ZF1 RY) = k—HP(X|Zk§ R") HAf“(x), (26) agent 2, which has an adjacent future trajectory, whilehdlyg

iy less coupled to agents 4 and 5 which have less of their future
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issue, an approximation method was introduced that allows
each agent to calculate its coupling to each other agent
using only local information. The estimate is based on a
finite difference approximation of the cross derivativentsr
and is evaluated using communicated information from two
subsequent iterations.

The algorithm was applied to the on-line control of a
simulated multi-vehicle search problem. For this scenario
it was observed the inter-agent coupling is related to the
potential overlap between the future observations andsgive
an intuitive requirement on which vehicles must commumicat
when generating future plans, and often results in a verssspa
communication topology.
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Fig. 4. (a) — (d) Snapshots &t = 10, 30, 60 and 150 respectively. The
dashed lines represent the optimal future trajectory ohement. The PDF
of the target is represented by the shading, with dark {ligggiresenting high
(low) probability density. (e) — (h) The corresponding mégent coupling for
each snapshot in (a) — (d). THE row of each matrix represents the average
of K;; throughout the optimisation procedure, scaled to the maxim
throughout the team. Dark (light) represents high (low)pdimg.

(1]

(2]
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(3]

(4
(5]

(6]

trajectories adjacent to agent 3’'s. Further more, agent®tis [7]
coupled to agent 1.

The coupling is used to determine how often to communi[8
cate to the rest of the agents in the team through the policy
(19). It is surprising that this purely mathematical constion
agrees with the intuitive notion that only vehicles thatlwil (9]
observe similar regions are coupled and should communicate
while generating joint plans. (10]

V. CONCLUSION [11]

This paper has presented a distributed asynchronous eptiHﬁ]
sation algorithm for multi-agent decision problems inwoty
continuously varying decisions and twice differentiable- o [13]
jective functions. The algorithm allows each agent to incre
mentally refine their decision while intermittently redey [14)
updates from the rest of the team. To guarantee convergence,
a sufficient condition was presented which intuitively teta 15
communication frequency, transmission delays and the amou
of inter-agent coupling inherent within the system, to tager [16]
at which each agent’s local decision may be refined.

The inter-agent coupling is related to the cross derivatdfe [17)
the objective function and requires considerable knowdeafg
the structure of the team objective function. To overconie th
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